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Introduction

The Network Infrastructure and Architecture committee discussions seem to be in danger of getting stuck on the issues of how the ANSS should be organized, at what level the work should be done, and the degree of homogeneity to impose.  Models have been proposed or implied ranging from a confederation of existing regional seismograph networks running a variety of software to a number of national/regional centers running similar or identical software to national centers fed by regional data concentrators.  This is a difficult debate because each of us has a personal stake in the outcome and each of us has strong opinions about how the ANSS should be organized.  This makes it doubly important that each of us try to separate our personal interest from the national interest.

· Of course, it's also important to separate the general network organizational issues from architectural issues.  For example, all of the very different models proposed have similar requirements for multiple data centers with rapid data exchange among them (even the national model).  Depending on the number of processing centers and the completeness of the data exchange, each processing center might have only a handful of interfaces to other centers or it might have scores of such interfaces.

Where the models differ architecturally is in the homogeneity and symmetry of processing systems.  For example, if an inhomogeneous model is chosen, the NAI should worry less about the design of each data processing system and more about standards for data processing and the interfaces among them.  If a homogeneous model is chosen, the NAI should think more about the internal workings of the processing system.  Similarly, a symmetric system where each regional and national processing center is doing essentially the same things might be designed differently than an asymmetric system where, for example, waveforms are processed regionally, but events are located nationally.

Nomenclature

· Because the words "network" and "region" and the phrase "data center" are so overworked, it seems helpful to set up a common vocabulary.  The following words and phrases will be used in specific senses in the following.

· National: pertaining to network activities in the nation as a whole.  The existing national center is, of course, the NEIC.

· Regional: pertaining to network activities in one of the seven ANSS regions.  Currently no regional centers have been identified.

· Local: pertaining to existing "regional" networks for the sake of clarity.

Contributing: pertaining to networks that are not an integral part of the ANSS, but which exchange data with the ANSS.

· [Data] Concentrator: a facility where seismological field data is concentrated from tail circuits (i.e., one station per circuit) onto high-speed communications backbones.  Some preliminary automated processing could be done at a data concentrator.

· [Data] Processing Center: a facility where seismological waveform data are acquired and processed to produce summary parameters by a [data] processing system.  Real-time data would be pushed to critical ANSS users from one or more processing centers.

[Data] Archive Center: a facility where seismological data are archived and where custom user requests are satisfied by means of a data archiving system.

Data Outlet: a facility where seismological research and/or interpretation for emergency managers and the media are performed.

· Seismological: encompassing both traditional seismology (at local, regional, and teleseismic distances) and earthquake engineering.  Note that for NAI purposes, the differences between these data types and user communities are irrelevant.
What We Know

· Even though NAI members have strongly divergent opinions on network organization, there are several things that we probably can agree on based on recent discussions:

· Because of the ANSS Management Plan time line, new stations will inevitably be installed before any new ANSS processing hardware/software can be put into place.  This will require the upgrade of existing local networks to handle the additional load.

· Whatever model is adopted for the ANSS, there will have to be a plan to evolve to this model from the existing local networks without interrupting monitoring.

· Some existing local networks have mandates outside the ANSS mission that they must continue to fulfill.

· Whatever model is adopted, the ANSS will include multiple data processing centers for reliability if nothing else.  All models require the rapid communications of a wide variety of raw and derived data products among the processing centers.

· The ANSS will probably continue to depend on terrestrial communications from the field for at least a subset of the stations (in the urban areas if nowhere else).  Thus, at least some data will have to be handled locally and/or regionally.  Handling could imply anything from a data concentrator to a data processing center.  The reliability of terrestrial communications links typically decreases with distance.

· Earthquake data is best interpreted for emergency managers and the media by seismologists and engineers who are very familiar with, if not actively working in the macro-seismic area.

· There are a few other constraints I've gathered from various places:

· There is strong opposition in the TIC to "business as usual".  That is, there is little chance that the ANSS will simply give more money and equipment to existing local networks and declare victory.  Although there are some very well run local networks, the current ad hoc patchwork simply doesn't serve the national monitoring needs central to the ANSS as effectively as it should.

· Corollary: The ANSS will inevitably supercede at least some existing local networks and at least some seismologists will have to interpret data for the public that wasn't produced by a network they operate.

· The reliability of regional response and the ability to deliver critical rapid response products from the macroseismic zone (e.g., shake maps) can be enhanced by choosing data concentrator and processing center locations with low seismic risk.

· I also have a few personal observations to add to the mix:

· In general, seismologists and engineers are not the best people to run seismograph networks.  They don't really have the temperament for the day-in-day-out grind and it's a waste of their research/engineering talents.  However, seismologists and engineers do need close contact with the data and with network operations in order to provide meaningful interpretations of the data.

· Conversely, operational people are great at taking care of the details day after day, but generally lack the scientific perspective needed to set priorities and to guide network evolution.  Seismologists and Engineers need to be involved in big picture planning as well as the day-to-day network operation and evolution to ensure that the data produced will best meet their needs.

· Funding considerations will dictate that some existing local networks will be incorporated into or superceded by the ANSS and some networks will remain outside of the ANSS.  Because the ANSS is promising Congress rapid, accurate, and reliable earthquake information, any resource critical to these goals should be inside the ANSS.

· I can't imagine that ANSS funding will allow the development of more than one processing system design and I can't imagine that the ANSS will allow every processing center to home brew their own.  If so, it seems inevitable that ANSS processing systems will be more homogeneous than not.

· Corollary: Homogeneity doesn't preclude data centers continuing to operate pre-ANSS systems that meet ANSS standards, but any processing center requesting substantial funds for a system upgrade will probably end up with the ANSS designed system.

· Operating a seismograph network in this day and age is mostly a virtual experience.  For most purposes (including diagnosis and repair of most operational problems), there is little need for network operators to work in the same city much less the same building where the processing center is located.  Of course, there must be an on-site technical staff to do things that require hands on maintenance (e.g., replace broken equipment).

· If we stipulate TCP protocols from field stations, "switching" a station from processing center to processing center is as simple as dropping one socket connection and establishing another (provided stations act as clients).  Re-routing field data to another processing center provides a mechanism for network evolution (as well as a backup in the case of a long term processing center outage).

· Data outlets don't have to be restricted to talking heads reading the nightly news.  There is no reason (given a sensible design and adequate bandwidth) that a data outlet couldn't have access to as much network data as required for their mission (including continuous real-time waveforms).

· Ray's Straw Man

Putting this all together, my thought is to have a single national processing center and a goal of a single regional processing center per ANSS region.  There may be compelling reasons for two centers in some regions, but let's keep it as simple as possible.  Earthquake risk would be considered in siting all ANSS processing centers.  Stations in each region would route to their respective regional processing center for acquisition and routine processing.  National backbone stations would route to the national center for acquisition and routine processing.  Some stations should have redundant communications paths to alternate processing centers, but most stations probably would not for cost reasons.  All continuous regional data would also be forwarded to the national center and station subsets would be exchanged between centers.

Routine processing conducted at the regional and national centers would include picking phase arrival times, measuring amplitudes, and locating events.  All automated products and all rapid response revisions would be produced at each center and exchanged with all centers.  Products from the region containing the event would generally be considered authoritative if available.  The national center would arbitrate if necessary.  The national center would provide the primary backup for all regions, would be responsible for non-US events, and would provide all off-line processing (e.g., a national catalog).  Regional centers (and the national center for national backbone stations) would provide waveform data QA (quality assurance) and station documentation (instrument responses and other metadata) for the stations in their region and would be responsible for providing these data to the national archive.

· Architecturally, this system would be both homogeneous and symmetric.  Any processing center could, in principle, perform the functions of any other processing center as needed.  All processing centers would have access to all of the same centrally supported algorithms.  Configuring a subset of the available algorithms would support region-specific needs.  There would be a clean, consistent interface to contributing networks.  In general, the contributed data would be converted into a standard ANSS protocol/format at the contributing data center to simplify ANSS processing center architecture.

· All processing center staff would be full-time professionals dedicated to operations.  Regional processing center staff would be on-call during off-hours while the national processing center would be staffed 24 hours/day.  Given sufficient remote access, national center personnel could perform regional center processing (including generating and reviewing shake maps) if necessary.

· Seismologists and engineers would have access to the data either by request to an archiving center or by real-time feed (as a data outlet).  They would participate in the operation of the network by providing feedback on the quality of the data and the effectiveness of the network design.  Some seismologists would participate in network operations directly either on-site or by remote access.  All data interpretation would be done at data outlets.  Note that data outlets would have access to as much data as needed to make them comfortable with their interpretation.

· The evolution from a local to regional center based system would be accomplished as shown in figures 1 and 2.  In figure 1, local centers receive ANSS stations in addition to their other network data.  The regional centers don't exist yet, so the local centers contribute some data directly to the existing national center and some local centers exchange data with their neighbors.  Note that it may not be economical to upgrade all local networks to receive interim ANSS station data.  Figure 2 shows a transition to the ANSS stations reporting directly to the regional centers and the regional centers reporting to the national center.  Note that the local networks shown have (from left to right) opted to become a cooperative center (providing legacy data to the ANSS), a data outlet (with ANSS data supplemented by local data), to be superceded, or a data outlet (turning off their legacy network).  Note that there is no reason in principle that a local center couldn't evolve into a regional center (not shown).

· Advantages

· Balances redundancy and complexity.

· By making processing systems symmetric, any regional center could, in principle, substitute for the national center and, of course, the national center could back up any regional center.

· By minimizing the number of processing centers, the number of interfaces is minimized.

· Regional data products are always available if the regional processing center is on-line (no dependence on the national center).

· Regional processing centers are more likely to be on-line if they are located away from active faults.

· Terrestrial telemetry links to the stations have one less point of failure if processing is done in the regions.

· Routine regional processing can be tailored to meet the requirements of the Regional Advisory Committee.

· Making the national center the primary backup for all regions simplifies the backup scenario and reduces confusion during emergencies.

· Bringing the backbone stations directly into the national center provides some level of backup even in case that all regional data is unavailable.

· Producing the national catalog nationally insures consistency.  The requirements of the regional advisory committees can be taken into account.

· Dedicated operational staff eases the burden on seismologists.

· Seismological and engineering input keeps the operation relevant.

· Seismologists and engineers can receive essentially the same data with the same timeliness as they do now, with as much input into network operations as they desire, but without the burden of day-to-day network operations.

· Disadvantages

· More complex than doing everything nationally.

· Current network operators lose autonomy and most lose some degree of control over operations.

· Talking Points

· Should ANSS processing centers use mostly homogeneous software?  What are the alternatives?  How realistic are they?  What is the best way to handle regionally varying needs?

· Should data processing center functions be symmetrical (i.e., functionality is essentially identical)?  What are the advantages in making the system intentionally asymmetrical (e.g., Oppenheimer's straw man)?

· Should the number of regional processing centers be minimized?  Should processing centers be moved away from active faults?  What technical reasons are there for more than one processing center per region?  Does this mean there should be more regions?  What technical steps can improve reliability of operating a regional center on an active fault?  What are the architectural implications?

· What are the disadvantages of an integrated, nationally consistent, centrally produced national catalog?  Can this approach meet regional needs?  Are there architectural implications?

· What is the best way of involving seismologists and engineers in network operation, evolution, and planning without overwhelming them in day-to-day operations?  How can the "data feel" necessary to good data interpretation be maintained?  What are the architectural implications?

· What is the best way to interface with contributing centers?  Should it be done at the ANSS processing centers, at the contributing center, or some combination?

